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Abstract—Prefix deaggregation is recognized as a steady long- For example, in order to achieve load balancing over differ-
lived phenomenon atthe |nterdon_1a|n level, desp_lte its weknown ent incoming links or to attract traffic on cheaper links, ASe
negative effects for the community. The advertisement of nre- may combine prefix deaggregation with selective advertise-

specific prefixes provides network operators with a fine-graied - L . .
method to control the interdomain ingress traffic. Moreover ments. By doing so, the corresponding incoming traffic fer th

customer networks combining this mechanism with selective More-specific prefixes only flows through the preferred itans
advertisements may decrease their monthly transit traffic il provider towards the customer network. Also, by splittihgit

and potentially impact the business of their providers. ~ address space and advertising the smaller blocks to differe
In this paper, we develop a methodology for Internet Service regional providers, geographically-spread networks deertl

Providers (ISPs) to monitor new occurrences of prefix deag@r . . . . .
gation within their customer base. Moreover, the ISPs can dect different amounts of traffic corresponding to different mtsi

on their own when deaggregation may decrease the transit hil Of presence (PoPs), thus attracting traffic into their nekwo
of their customer networks. We first examine the ISP's BGP through the PoP closest to the final destination [1]. To &ssur

routing data for new cases of prefix deaggregation generated the robustness of the routing system to failures, the deag-
by customers. Then, we check for selective advertisementd o gregating ASes usually inject, alongside the more-spsgific

the newly generated prefixes using external routing data. We - ; ' . .
look beyond the incentives for deploying this type of stratgy the less-specific covering prefixes to all providers. Thigety

and instead we examine its economic impact. We exemplify Of behaviour is, however, costly for the provider. In adufiti
the proposed methodology on a complete set of data including to the need to support an increased number of prefixes in
routing, traffic, topological and billing information prov ided by  their routing tables, providers may also experience dishiad
a mgjor Japanese ISP and we discuss the implications of the rayenues.
obtained results. In this paper, we take the point of view of an ISP and ask a
two-staged questior(1) How extensive is the use of prefix
deaggregation among the customer networks? (2) Does
The Internet is an ever-growing and evolving ecosystedeaggregation combined with selective advertisements de-
formed through the dynamic interconnection of many inderease the transit bill?
pendently managed networks, also known as AutonomousThe reasons for which networks deploy prefix deaggregation
Systems (ASes). The Border Gateway Protocol (BGP) is fieave been extensively addressed and documented by the
sponsible for the exchange of reachability information trel research community [4], [5], [6]. Our study looks beyond the
selection of paths according to the routing policies spatifi motivations for deploying such a technique and focuses on
by each network. The way in which the traffic flows betweedetecting deaggregation within a predefined time-windod an
networks is influenced by the path dynamics triggered in thlee additional possibility of economic impaoh the transit
evolution of the Internet topology by failures, the mairgtroe bill towards the providers.
of BGP sessions and, most importantly, the routing poliofes  Even if the majority of Internet routes is reportedly very
each network [1], [2], [3]. By tweaking BGP configurationsstable in time [7], Teixeira et al. show in [8] that BGP rougfin
ASes interact to coordinate the exchange of IP traffic adegrd changes are the main cause for the majority of the large
to various technical and economic necessities. variations in the traffic demands. Since the transit billetets
One important task achieved through the use of traffan the peak traffic usage and not on the total traffic usagsethe
engineering tools is the optimization of the routing fuontin  variations translate in artificially larger monthly traniills.
order to allow the ASes to shift the traffic on its incomingkn ~ Previous work [9] analytically concludes that after combin
in the most effective way [1]. Address space fragmentatiang the selective advertisements with the deaggregaticm te
offers a high granularity for incoming traffic manipulationnique, the AS can enjoy a reduction of the traffic fluctuations
This technique, also known gwefix deaggregationallows on the transit links. By inferring the routing changes from
networks to divide their assigned address blocks in differe publicly available BGP routing data, Lutu et al. concludatth
sized sinks of traffic. Regardless of the strongly negaiitte-s indirectly restricting the routing diversity towards a teén
effects on the scalability of the global routing system [8], destination prefix through selective advertisements ofemor
[6], numerous operational reasons drive a part of the né&twapecific prefixes translates into monetary savings for the
operators to continue employing prefix deaggregation [6]. deaggregating network. Consequently, the customer nktwor
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not only acts counter to the best recommended practices, Bue ISP can further monitor their evolution regarding thesle
also may indirectly impact the business of its providerdsThof deaggregation deployed.
economic impact is enabled by the current operational statu We exemplify the usage of the proposed methodology on
of the Internet, and in particular the widely used billingseb a complete dataset provided by a major operational ISP. The
based on the peak traffic usage [10], [11]. dataset spanning a period of two months (May-June 2012)
includes BGP routing information that enable us to monitor
the dynamics of the customer address space over time. The

Our main contribution in this paper is the methodologgumber of customer networks advertising new more-specific
proposed to identify new cases of deaggregated prefixes gngfixes within the period of analysis is relatively smadis$
the customers of an operational ISP within a certain timéhan 10% of the customer networks were actively injecting
window. Recognizing as a reality the relatively stable esagmew more-specifics within the analyzed period. After chegki
of prefix deaggregation as a traffic engineering method in tkiee external routing data, we detect one case of strategig-de
Internet [6], we enable any operator with the necessargtool gregation being deployed during the analyzed time-window.
detect which are the customers which are new deaggregaws perform the traffic data analysis for this case and we
and monitor their behaviour in time. conclude that the customer AS may enjoy a reductioBQ5f

We definestrategid deaggregatioras the action of splitting on its monthly transit bill.
the address block and selectively injecting each moreiipec The rest of the paper is structured as follows. in Section
prefix to different disjoint subsets of providers. Customeltl, we present an example to intuitively explain how prefix
which exhibit this behaviour may be able to game #%" deaggregation can impact the transit bill. In Section He toy
percentile billing rule and possibly have a negative imgact example is properly formalized in the general Internet nhode
the business of their ISPs. The methodology for detecting cases of the deaggregation

We propose a passive measurement approach for the deproposed in Section IV. In Section V we describe the
tection of strategic deaggregation events and assessaig tdataset which we use for exemplifying the use of the proposed
economic consequences. The novelty of the approach is thethodology and discuss the results obtained. In Section VI
manner in which it merges different types of informationve present our conclusions and discuss future work.
characteristic to an ISP in order to have a complete picture
on the operations of its customer networks. This requires
obtaining and processing routing, topology, traffic andirgl We introduce next a toy example to illustrate how a network
information and molding it in order to reach the correct lefe changing its strategy from non-deaggregation to deagticega
understanding on the impact different customers might lbave can benefit from a decreased transit traffic bill, thus pdgsib
their providers. Any ISP interested in detecting the ocance impacting the revenues of its providers. For simplicity le
of this phenomena within its customer base can build thes consider the case of a network buying transit from two
dataset and apply the proposed methodology. different providers, as in the scenario depicted in Figure 1

First, we use the ISP’s BGP routing data to identify cases of We first analyze what happens with the traffic on the two
prefix deaggregation among the customer networks. Secodifferent transit links before the customer deploys thegdea
we verify if any of the more-specific prefixes are selectivelgregation strategy. Let us assume that the destinationonietw
advertised by the customer networks. To this end, we cheskadvertising the same prefix1.0.0/16 over two different
all the routing information gathered from ASes that arevacti transit links, corresponding to the initial non-deaggiega
monitors within the RIPE RIS [12] and RouteViews [13pehaviour represented in Figure 2.a. We limit the number of
projects. Third, in order to quantify the economic impact otraffic sources at two, out of which one is generatgﬂlgf the
the transit provider for the reported cases of strategiggiess  whole traffic demand” (the “three quarters* source) and the
gation, we also perform the traffic analysis. To approximatgher one, the rest (th®ne quarter* source). Assuming the
the decrease in the monthly transit bill, we require traffitad use of thed5'" percentile pricing model, in which the monthly
corresponding to thetrategic deaggregatioapproach and to bill is the function of the peak level of traffic, we monitoreth
the situation prior to employing this method. On top of th&evel of traffic on each link during one month. We consider
traffic information separated for the before and after casdbat the“three quarters® source is sending its traffic on link
we map the billing scheme used by the ISP. for more thans5% of the period, after which, due to a routing

Allowing the ISP to determine the deaggregation strategiebange, it starts forwarding its traffic on link. The “one
deployed may raise awareness on the operations of its ogumerter* source suffers the opposite events, namely it switches
customers. Even without the evaluation of the economic irfrom link I to link I; for more than5% of the billing period.
pact, this can be viewed as an alarm triggered for customés a result, because the traffic on each transit link has d leve
which may negatively impact the business of their providesf % for more than5% of the billing period, the chargeable

amount of traffic for each provider iié}. Assumingc is the

we use here the terrstrategicto accentuate the fact that the decision i;gst per unit of transit traffic, the total cost payed for the

based on optimizing behaviour, since it might increase theefits for the transited trafficT is ¢3Z. which is ¢L higher than the real

network deploying it. This relies on definitions provided riational choice 2 ” 2 .
theory. costc*T. We note that even if the traffic level on lirik has

A. Contributions
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Fig. 3. Graphical representation of the proposed genetatriat model.
The sticky model for routing changes assumes that the sowtiek to the
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31/ 2RS4 an alternative yellow path with a probabilipy.

72| r==== I11. OVERVIEW: GENERAL INTERNETMODEL
T’;‘ ] h , We overview here the settings of the general Internet model
Tmonth |t TImonth |t proposed for the study of the impact of prefix deaggregation o
a) The destination AS is announcing b) The destination AS is announcing half i 1 i i i
the same prefix on both links of the prefix on one link and the other the tran_SIt traﬂ:lc bl” By Comblnlng three Importar_]t elem‘m
half on the other link i.e. the interdomain path changes, $ig" percentile billing

rule broadly used in today’s Internet and the skewed distrib
tion of traffic demand on the source networks, the model sffer
a spike ofT, it does not impact the transit bill, since it lasthe underlying structure for the analysis of the phenomena
less tharb% of the billing period. associated with the deaggregating strategy.

If the destination AS deaggregates its prefix, it can avoid Given that in the current Internet paths are calculated
the fluctuations of traffic caused by routing changes and algrlependently for each destination, we perform our anslgsi
the artificial augmentation in the transit traffic monthlyl.bi the AS-level assuming, without loss of generality, the texise
Consider, for example, that the destination AS in Figure & one destination network amd sources of traffic. The model
divides its address space into two more-specific prefixes asmctounts for an AS with, symmetric transit links assumed to
announces each on a separate link, as observed in Fighage the same capacity, which are accommodating traffic from
2.b. This corresponds to deploying the strategic deagticgna N sources. For ease of presentation, a uniform distributfon o
behaviour. If we assume uniform distribution of incomingncoming traffic on the destination address space is intedra
traffic for the prefix, each more-specific prefix now receivaa the model. In the case of an uneven traffic distribution,
half of the traffic generated by each source. Consequehdy, i correspondingly proportional prefix fragmentation can be
routing changes do not increase ®&" percentile and the found so that the amounts of traffic per more-specific prefix
transit bill for the customer reflects the actual traffic dacha are comparable [9]. We first assume that the destination AS is

The reasons for deploying the deaggregation strategy megvertising the same prefix on all its transit links.
include a wide variety. For example, when analyzing the The initial-state set of routes at the beginning of the fugjli
topology from Figure 1, one reason might be the need to avdithe interval is achieved after first completing the setatti
the capacity upgrade on the link between the Customer gmabcess on the available BGP paths between each source
the Provider, or even the need of the Customer to recei& towards the destination prefix. The selection process is
traffic for the more-specific locally from the Peer-Providemodeled as random, but the model can be extended to ac-
thus avoiding hauling the traffic within his own networkcommodate any other type of process. The routing changes
Studying the motivation for employing this mechanism isare modeled using a sticky process, where a probabhility
however, out of the scope of our analysis. We focus insteadassigned for the path changing between a source and the
on the impact of the deaggregation strategy on the providdestination in terms of which transit provider is used ieat
In the scenario from Figure 1, the Provider network may néd the initial-state.
only be loosing revenue from the decrease of the transit bill The total traffic generated towards the destination is dis-
There is also an additional cost implied by having to haul thebuted among theN sources according to Zipf's law, as
customer traffic through its own network towards the Peegpreviously described in [14]. Given a ranking of the Intérne
Provider. Thus, by simply monitoring customers’ behaviowentities, the Zipf law states that the traffic generated by a
and detecting the cases of strategic deaggregation, anai$P retwork is inversely proportional to its rank. This assuimpt
identify the customers who may systematically impact in ia consistent with the traffic measurements in [15], as thpé Zi
negative way its revenues. distribution is a particular case of a power law distribatio

Fig. 2. Toy example representation.



N source ASes

may be considered, where the resulting more-specific peefixe
are injected to disjoint subsets of provider networks.
DA ta |ty The billing method integrated in the model, i.e. th&"
s

percentile billing rule, implies that the agreed billingrioel
is sampled using a fixed-sized window, each interval yig/din

i a value that denotes the traffic transferred during thabogderi
T O O . o A recent transit cost survey [16] has shown that the price per
unit of transfered traffic, denoted here by decreases with
the increase of the expected volume of transit traffic, foiihg
a concave dependency. However, this is only true when the
increase of the expected amount of traffic is significant ghou
Fig. 4. Traffic dynamics for each transit link. to justify the change. The authors show in [9] that the inseea

characterized by a skewness parameter 0.9. One may of expected traffic volume triggered by route changes doés no

argue that because of the large number of sources in the fE&QY'"€ @ change in the commit rate. Therefore the following

Internet, small relative fluctuations of traffic can be expec linear cost function for the transit traffic is considered:

However, the skewness of the traffic distribution on souhees C=c %V 2)

an important effect on the amount of traffic switching betwee

transit links. This is justified by the fact that if a large scai » WhereV is the charging traffic volume (i.e. tf#5'" percentile

of traffic becomes instable, then it shifts important ameun®f the monthly traffic) of the destination AS and is the

of traffic between different routes, thus heavily impactingorresponding transit traffic unit cost.

the traffic distribution on the incoming links towards the Consequently, the analytically derived formula for the rel

destination. ative monetary savings is a function of three parameters,
The traffic dynamics are captured in Figure 4, where weflecting the unique mixture between the three main elesnent

can observe how during the time of analysis, traffic may shift- the number of links carrying chargeable volume of transit

from one transit link to another. The routing Changes |mp|ytﬁaﬁ|c, o - the SkeWneSS parameter Of the diStributiOI’] fOI‘ traffiC

shift in traffic from one transit link to another, correspargl ©n sources ang - the path change probability included in the

to the amount of traffic accommodated on the unstable souftky model.

path. Consequently, the total volume of traffic on any triansi

link 7, where: = 1,..N, between the destination network and

its N providers has the following expression, which changesIn this paper, We propose a novel method_o_logy tq identify
at every time-slot during the time of the analysis: new operational occurrences of more-specific prefix adver-
T tisements. This enables any ISP to monitor the amount of

Ti(t) = = — 05 (t) + 6 (b), (1) deaggregation generated by its customers and, in some, cases
n the impact it may have on its own revenues. The methodology

where 0; (t) represents the traffic leaving linkand 6" (t) is structured in three parts, each conveying relevant tesul
represents the expected value of the traffic shifting from tltoncerning deaggregation dynamics within the customes bas
rest of the links to linki. The expected value of the traffic isof an ISP. We summarize in Figure 5 the steps taken in the
%, whilst the variation depends on the unstable amounts mfoposed methodology and show which type of information is
traffic, i.e. thed, (¢) traffic elements from (1). required for each part.

The toy example suggests that these traffic fluctuation canStep 1: Detect new more-specific prefixdarst, we detect
be diminished by the use of prefix deaggregation combind&es which change their behaviour and start using deaggrega
with selective advertisements. In other words, #hg) traffic tion within a predefined time-window. For this step we requir
elements can be reduced to zero in the case where differdr@ BGP routing information from the ISP, as depicted in the
parts of the prefix are injected to each of the transit pragidefirst processing block depicted in Figure 5. We further expan
Consequently, the incoming traffic on each link is confineoh the mechanism in section IV-A.
to the preferred incoming link through the selective adver- Step 2: Detect strategic deaggregatioSecond, we check
tisement. This further translates into monetary savingshen for selective advertisements of the more-specific prefixes p
monthly transit bill, since the charging volume of traffic issiously identified. As depicted in the second processingllo
implicitly decreased. from Figure 5, we use all the routing information from the

In the analysis on the operational Internet we focus on theonitors active in the the RIPE RIS and RouteViews projects.
two behaviours also presented in the toy example, since heré&tep 3: Evaluate the economic impacthird, we try to
we are bound to see the most important impactnd)deag- determine if performing strategic deaggregation may lead t
gregation where the address block is injected to all providerdditional economic benefits for the customer network. For
as the same prefix and Atrategic deaggregatignwhere the cases of strategic deaggregation, we monitor the traffic
different parts of the prefix are injected to each of the ttanglata both (i) before deaggregation, when the address b#ock i
providers. Nevertheless, intermediate deaggregatiatesfies injected as one prefix to all providers (im0 deaggregatioy

IV. THE METHODOLOGY



«RIPE/ « Topology data

- 15P routing Routeviews < rafic dats based on the information from the provider (for example; cus
ata  Billing scheme . e . . .
: tomer routes are tagged with specific informational communi

Step 1 Step2 Step3 i § ;
ties). We assume deaggregated prefixes exist at the regerenc
* Detect new * Verify the * Step 3.a. * Step 3.b. - . . .
casesof selective « Retrieve the » Map the billing time and look for the time deaggregation was first deployed.
. Sooggregation Jevertsement D e i oeP We progressively contrast the content of the referencemgut
started in the v e " aneze table with each of the previous routing tables, startingnfro
analysis * Keep only the *Retrievethe  changes in the the furthest collection moment in time. This allows us to
) _ comply interest report determine the presence of a covering prefix injected by the
\\ General O\ strategic "\ Economicimpact of customer network and also the approximative moment of
deaggregation ~ > deaggregation _ > strategic deaggregation > . . . . .
y dynamics cases / on billing ; deaggregation. As depicted in Figure 6, we choose to verify

the routing information from as much as one month before

Fig. 5. The methodology steps: at each step we require aratiénput (e reference time in order to capture the dynamics of prefix

dataset depicted at the top of each processing block. At dtierh of each deaggregation in a timescale that is consistent with tHedil

block, we can see the results we obtain at each step. period. However, the algorithm can be run on longer timescal

and (ii) after the strategic deaggregation, when the addrés.g. two months, three months, one year etc.), thus alpwin

block is fragmented into as many more-specific prefixes &g ISP to get a bigger picture on the deaggregation dynamics

the number of transit providers and each more-specific wdthin its customer base at different timescales.

selectively advertised to a different provider (igtrategic 1) The Two-by-Two Routing Tables Comparisdile con-

deaggregatioh It is important to capture both these statedrast the entries from the reference routing table with ahgio

in order to be able to correctly quantify the economic impacbuting table collected in the period of analysis, to which w

of strategic deaggregation. We then evaluate the transit Burther refer as gair routing table. We begin by first defining

for each case and compare. This step is depicted in the thing set of prefixes presennly in the reference routing table

processing block from Figure 5. by separating the prefixes advertised only at the referemee t
Step 3.a: Extracting the traffic data on all the linken- and not present in the pair routing table, i.e

necting the provider with the identified customer which is

deploying strategic deaggregation. This requires a pusvio A; =Pt — P 3)

mapping between customers and transit links from the ISP\ yhere P

4 : N wef represents the set of prefixes in the reference
We obtain the topology data from the router conflguratlora;fllergu,[ing table and?;, the set of prefixes installed in the paired

provid_ed by the I_SP' we O?SerYe this in the first SUb'b|°Ck? uting table. For each of the prefixes in the set defined

the third pr.o_cessmg block in F'gL.'re 5 . above, we use a digital tree search [17] to identify the dager
Step 3.bFinally, we move teestimating the bill for the ag- efives among the entries in the pair routing table. Assgmin

gregated ar_‘d, deaggregated traffic p_atterﬂl'hus, by applying that no network is less specific than/8, we are thus able

the _ISPS billing scheme to the tra]_‘flc traces, we can quantif, rapidly build the covering digital tree corresponding to

the impact of strategic deaggregation on the transit tréaffic each of the prefixes of interest. From each tree, we retrieve

This step is depicted in the last processing block in Figure g o |eastspecific prefix, i.e. the tree root, which we furthe
_The methodology is aimed at working with a large anflse iy the traffic data analysis. We do not examine the
diverse collection of real data. Any ISP interested in d8t6C ;.(armediate prefixes (shortly appearing intermediateseba

the occurrence of this phenomena within its customer baseqa deaggregation process), since for these there exists

can build the dataset and employ the proposed methOdOIO@%re-specific prefix which can influence the manner in which

Moreover, the tools we have developed can be made availalasi - fiows towards the destination

for the _research_communlty upon request, as well as angy performing this comparative study using all the peri-

anonymized version of the datasets used to exemplify tgically collected routing tables from the ISP, we obtain an

usage of the methodology. accurate picture of the evolution of the prefix deaggregatio

A. Detection of Deaggregation Events dynamics within the customer base pf the prqwder. W(_e moni-
tor the changes of the previously defined prefix getsluring

_ The detection algorithm we propose fBtep 1for the o anaiysisinterval. The approximative time of deagdiiega
identification of more-specific prefixes performs a compeeat js ot the |atest, the collection time of the first routingléab

ana!ysis O_f th? BGP information obtained from th_e ISP. apshot which contains the candidate more-specific route
dep|_cted n Flgure 6, the study on the dyqamlcs Of_ Neown to already be installed in the reference routing table
prefixes advertised by the customer ASes during a particglis moment is marked in the time-line depicted in Figure
time-window allows to separate theewly injectedmore- g o5 the first moment where the more-specific prefix and the

specifics prefixes, which first started to be advertised gurilaovering prefix are both present in the pair routing table.
the analyzed period.

We begin by choosing eeference routing tableThe time- B-. Sifting the Results
stamp of the reference routing table representsréfierence  In order to correctly identify the long-lived deaggregatio
time The detection algorithm identifies the customer prefixevents which may have an economic impact, we need to make



Check one Check one
month before month after

influences our results, along with other limitations of the
methodology in Section V-C.

Reference time

time

t1 Moresmecfc oref , t2 V. EXERCISING THEPROPOSEDMETHODOLOGY
_ pecific prefixes t 0 Only covering only caveri
Only covering ( covering prefix) More—sgec#ic prefix n)/pig)\:iirlng A The Dataset
prefx Time of {covz:;’r{?::refix) Time of . .
Deaggregation (t,) Aggregation () The measurements we perform in this paper use a complete
dataset provided by a major Japanese ISP. The primary set
Fig. 6. Identifying deaggregated prefixes. of data we integrate in our study, the BGP routing data, is

sure that the retrieved more-specifics are not sporadict&veperiodically collected from a monitor inside the ISP’s netky
For avoiding cases of dynamic deaggregation-aggregatien Every two hours we obtain the complete routing information
haviour, we filter out prefixes with intermittent presencéhia  from the ISP. The routing snapshot (i.e. the complete BGP
routing tables, i.e. with a presence time lower tt3 of the routing table taken at a certain moment in time) offers an
billing period. accurate perspective on the dynamics of the customer psefixe
We apply the same detection algorithm to identify potentiglhich are of interest for our study. We assume that if a prefix
re-aggregation cases of more-specifics into their coveriggpresent in consequent snapshots it was also there between
prefixes. We perform this latter step in order to assure thiéle snapshots. In addition, prefixes not present did notappe
from the results provided by the algorithm we select only thgetween the snapshots. The two-hours timescale offers h sma
more-specific prefixes that remain installed in the routaijé enough granularity in order to capture the long-lived clesng
for at least one month from the moment of deaggregation, aincthe deaggregation strategy of the customer network.deror
thus may impact the transit traffic bill. Past the referemoet to correctly separate theustomernetwork information from
the previously described two-by-two comparison algorithime BGP snapshots, we use the internal community tags the
actively detects cases of re-aggregated more-specifixgsefilSP uses for the routes received from its customers. Wettarge
in theA; set. We approximate the time of re-aggregation witbnly networks with public AS numbers, since it is likely that
the collection time of a pair routing table which containdyon they also have multiple providers.
the covering prefix after the reference time. The collection of transit links through which each of these
1) Validation of Selective Advertisement$he selective customers connects to the provider is necessary when ex-
advertisements validation process is further integrateSitep tracting the traffic data corresponding to the detected scase
2. We combine the internal routing view from the ISP witlof strategic deaggregation. In order to extract the topplog
the external views taken from the ASes participating in thaformation, we parse all the configuration files from the
RIPE RIS and RouteViews project. In particular, we identifgrovider's edge routers, characteristic to different \@nd
all the active providers used for reaching both the coverirgecific operating systems.
prefix and the more-specific prefix from Step 1. The traffic data is collected in NetFlow format and spans
We aim to check if the covering prefix is injected to albver a two months period i.e. May-June 2012. The sampling
the active providers and the deaggregated prefix is sedtivrate used for most routers jsis;. However, for some routers
injected to only own. To this end, we analyze all the routinghis may differ, depending on the traffic load on the routet an
information retrieved during the corresponding time peridits processing power. We analyze the traffic data that corre-
(one month prior to the moment of deaggregation and oBponds to the two different billing-compatible time intais;
month after) from all the monitors whose routing tables we., one month before and another month after the deploymen
were able to retrieve from the public collectors. We monitasf strategic deaggregation. This limits us to detectingesasf
the routing information from each external AS towards theustomer networks deploying the deaggregation mechanism
customer prefixes. Thus, we can infer the approximativi¢ the time-window corresponding to the two months of the
number of active transit providers for the destination prefistudy, i.e. May-June 2012. This limitation comes from the
by identifying the list of uniquesecond last-hop@LH) in the characteristics of the major ISP itself, which stores tladfitr
AS- Pat h BGP attribute after removing AS-Path prependingiata for its customer only during the latest two months.
The 2LH is the AS which we see before the destination AS in Finally, we add to our analysis the type of billing scheme
the AS- Pat h. This represents the provider used to reach thenployed by the ISP. Generally, the billing method relies on
destination from the traffic source (i.e for some of the pathghe 95t" percentile rule and the exact interval used for billing
this 2LH should be the ISP providing the data for this studyjs the calendar month.
We accept a certain error in the inferred connectivity degre
of each customer, since we only have partial information d& The Results
the interdomain routing. Given that the number of monitors We illustrate the use of the proposed methodology on the
active within the RIPE RIS and RouteViews project is limjteddataset described in the previous section. First, we parfor
we have only a partial picture of how external sources @in extended analysis of deaggregation over a period of 6
traffic reach the interest prefixes. However, since the samipl months, from May until October 2012. This is aimed at
monitors is biased towards large Tier-1 networks, we assumpmviding a better understanding of the dynamics concgrnin
that this is a reasonable approximation. We discuss howdigaggregation within the customer base of the Japanes&dSP.



TABLE I 10f a) Traffic on the link with the less specific prefix b) Traffic on the link with the more specific prefix
NUMBER OF DEAGGREGATING CUSTOMERASES AND TOTAL ADVERTISED it T — T T

DEAGGREGATED PREFIXES PER MONTH

T T T T T
billing month: MAY 2012 billing month: JUNE 2012

o 95th percentile E H 95th

N ercentile -
Mean Value H B 7Dez%%r? ffgﬁ”a"y"zgﬂe:
Month No. of customer ASes| No. of more-specifics Lo ' : Mean Value i
May 2012 7 154 E

June 2012 1 3
July 2012 2 3
August 2012 6 19
September 2012 5 42

October 2012 2 12 C T T T T T T ]

this end, we use the routing data provided by the operatior™ : : S T e e
ISP for a period of 7 months (May -November 2012). W {day o mont
iteratively select as a reference time every last snapsakés
each month from May to October 2012. By applying the Fig. 7. Study case: result identified using the proposed odetlogy.
algorithm described in Section IV-A, we are able to identify
the set of customer networks that start to deploy deaggoenatfor the more-specific during a month after the moment of
within the month previous to each of the reference times. Wdeaggregation (i.e. June 2012). Since the billing peried iy
summarize the detection results in Table |. For example, wiee Japanese ISP is the exact calendar month, we compare the
note that during August 2012 there were 6 different customigitl from May 2012 with the bill from June 2012. In order to
ASes which started to inject 19 new more-specific prefixestract from the traffic collection the data that interestws
to the Japanese provider. We conclude that, generallye thetust first identify the physical links connecting the custom
are few customers deaggregating. And even more, the numhetwork under study and the provider. By parsing all theeout
of more-specifics injected to the ISP for each of the montk®nfiguration files, we obtain the identity of all the intexéa
analyzed is generally low, as observed in the third coluramfr on the routers connecting the two networks. We then evaluate
Table I. Overall, we observe 212 new more-specifics beinige chargeable amount of traffic for each case using#fie
injected throughout the 6 months analyzed. percentile billing rule. We conclude that, even if the expdc
Given that the traffic data is available only for May-Junemounts of traffic for the two prefixes are comparable, the
2012, we present the analysis of the economic impact feansit bill is 20% lower for the customer AS after selectively
deaggregation strategies identified in this particularggern injecting the deaggregated prefix, as observed in Figure 7.
order to differentiate the cases of strategic deaggragatié  The gifference in the chargeable volume of traffic per month
merge the results of the previous analysis with the externghy pe due to the surge we observe in the traffic profile
routing data from the monitors active in the RIPE RIS andepicted in Figure 7 during May 2012. In order to check that
RouteViews projects. We use the results corresponding€io #is increase is caused by routing changes that influence the
prefixes deaggregated in May 2012, which also persist in g |arge sources send their traffic towards the destination
routing table for the next month. o AS, we would need a complete view of the evolution in time
Overall, we detect154 more-specific prefixésinjected of the BGP routing tables for the source networks. However,
by the customers of the Japanese ISP during the monthyQ type of information is unavailable at this point. Irede
May 2012. The prefixes are injected by 7 of the networkge ohserve the changes in the number of active sources out
purchasing transit from the Japanese provider, as notedgthe top 20 which forward their traffic to the destination
Table I. Among the 154 more-specific prefixes first injected iGrefix via the Japanese provider, as depicted in Figure 7. We
May 2012, we are able to identify one case of deaggregatigiract this information from the NetFlow traffic data of the
combined with selective advertisements, which fulfillstal  j5,5nese I1SP. The analyzed sources are prefixes with length
requirements imposed. Our analysis shows that on the ZStFQQPand are responsible for more tharf&0f the total traffic
May, at around 16:00 hours, a customer prefix is deaggregajgards the destination prefix. After the injection of therero

and the resulting more-specific prefix is injected to only ongecific prefix, the traffic has a more stable behaviour than
of the providers (i.e. the major ISP providing data). MOV i the previous case and, also, the number of active traffic

the more-specific prefix is not re-aggregated into his cogerig,yrces is more stable in time. We can also notice that there
prefix at any point during the following month of June 20135 5 symmetry between the surge of traffic and an increase
For the quantification of the impact of strategic deaggrg the number of sources that forward their traffic throug th
gation on the transit bill, we compare the traffic pattern fQfansit link. The observed correlation between routingncfes
the identified prefix during a month prior to the momening traffic fluctuations supports the hypothesis according t
of deaggregation (i.e. May 2012) with the traffic pattergnich the 95t» percentile billing rule can be gamed by the
5 S , _ customer networks by restricting the choices of transitdin
The number of more-specifics injected in May 2012 is larget th the di ity t ds the destinati fix. H 4
other months due to a heavy deaggregator, which injects i@@-specifics GIVErSIty towards the ejc‘ Ination prefix. However, we cdnno
out of the total identified. demonstrate the causality between the changes we observe

# Active Sources




in the ftraffic pattern and the deaggregation strategy beimgriations and save approximatively %20on its transit bill.
deployed because of the lack of interest cases. On a long term, this may negatively impact the business of
Based on the single perfect match for the strategic deaggttee ISP. This result supports the hypothesis of an economic
gation strategy previously identified, we can only concludenpact of strategic deaggregation, but it is not sufficiemt f
that the study result supports the analytic observatioms fgeneralizing it. For future work, we plan to expand our study
the economic impact of deaggregation. Thought the resultsdatasets spanning over longer periods of time. By doing so
presented in [9] may be true, the only case exposed using the expect to add statistical relevance to the results anddgeo
proposed methodology is not sufficient for a generalizationthe validation for the economic impact of prefix deaggremati
Until now, the transit providers did not have any incen-
tives to refrain from advertising the deaggregated prefases
Challenge 1: Obtaining the data that enables a completénjected by their customer [18], since the marginal cost is
analysis of strategic deaggregationhe quality of the results limited to an additional entry in an already bloated routing
is conditioned by the quality of the data. Though the amoutable. Provided the validity of the above-mentioned ecaicgom
of information we handle is very large, it does not offer petf impact, the new incentives might be enough to push providers
information regarding the operations of the customers. to change their strategy and transfer some of the costs fix pre
Challenge 2: Dealing with partial information. The deaggregation back to their customers. This could imply an
Japanese ISP maintains fine-grained traffic information fonportant shift in the prefix deaggregation strategies &stbp
its customer prefixes only for the latest two months fromy the ASes in the Internet, moving the set of individual
the moment of analysis. Since we require the traffic tracdeaggregation strategies closer to the social welfareravhe
both before and after the strategic deaggregation meahanisverybody enjoys increased benefits.
was deployed, this limits the traffic analysis only to casks o
strategic deaggregation that have occurred as far as onamon
previous to the moment of analysis. [1] B Quoitin,' C. P_elsser,_ L. _Swinn_en, 0. Bonave_ntur_e, andUﬁIig,
Also, given that the _number (_)f m_onit_or_s active Within_ the |:gné?\(,)gﬂa:;nl,trr?g.lCs,er;%l.niggﬂgthtrl]\ﬂzglpgéjorgwumcatlons iagasne
RIPE RIS and RouteViews project is limited to approxima-{2] D. Awduche, A. Chiu, A. Elwalid, I. Widjaja, and X. Xiao,Overview
tively 100, we have only a partial picture of how external  and Principles of Internet Traffic Engineering.”  RFC 327002,
sources of traffic reach the prefixes idgntified. Cor_1seqylentl[3 'r\n"aﬁ]e?rszifrérféifggﬁﬁg%ﬁggbﬂa ‘éoi{negj?_r%oﬁmﬁl_wgeﬁf rgg’-
a prefix may be thought to be selectively advertised when oOctober 2003.
it is in fact advertised to multiple providers. This happené“] G. Huston, “Analyzing the Internet BGP Routing Tabl@he Internet
because not all the paths appear at the available monitors. & Protocol Jouma) vol. 4, no. 1, 2001. e
’ = [5] J. Li, M. Guidero, Z. Wu, E. Purpus, and T. Ehrenkranz, ‘B@&uting
this case, though, we should not see a lower transit bill than' dynamics revisited, SIGCOMM Comput. Commun. Rexol. 37, March
in the aggregated case. 2007. , _
Challenge 3: Generalization the findinghe results of our ! o (,:Vl't;aedn'ﬂglythhgﬁ?gﬁag?r’mfémg? "gadféssuggé; E?ggggg
study show that the customers of the Japanese ISP do not make Myths and Reality,1EEE Journal on Selected Areas in Communications,
an extensive use of prefix deaggregation in general, and gve? jPeRCeii'foifjug Ovr\]/a{rqter;etx?;ou“;r?ds\?alz{jlr?g?o% outinalsity of
less in the strategic form defined in this paper. The matching bopular destinationg.” iProceedings of MWa22002 e
case exposed is not enough to draw any conclusions regardigg R. Teixeira, N. Duffield, J. Rexford, and M. Roughan, “Tia Matrix
the validity of the results presented in [9] and to geneealiz _ Reloaded: Impact of Routing Changes,”®M'05, 2005.

. . P A. Lutu, M. Bagnulo, and R. Stanojevic, “An Economic Siléfect for
this type of behaviour. However, it is important to note that[ Prefix Deaggregation,” ilNetEcon "12 2012.

C. Limitations of the Methodology
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